References


[41] Laura Banarescu, Claire Bonial, Shu Cai, Madalina Georgescu, Kira Griffitt, Ulf Hermjakob, Kevin Knight, Philipp Koehn, Martha Palmer, and


Luisa Bentivogli, Raffaella Bernardi, Marco Marelli, Stefano Menini, Marco Baroni, and Roberto Zamparelli. Sick through the senseval glasses.


[77] Nikita Bhutani, HV Jagadish, and Dragomir Radev. Nested propositions in open information extraction.


Ruey-Cheng Chen, Reid Swanson, and Andrew S Gordon. An adaptation of topic modeling to sentences, 2010.


Zhiyuan Chen and Bing Liu. Lifelong machine learning.


Lydia B Chilton, James A Landay, and Daniel S Weld. Humortools: A microtask workflow for writing news satire.


[137] Peter Clark, Oren Etzioni, Tushar Khot, Ashish Sabharwal, Oyvind Tafjord, Peter Turney, and Daniel Khashabi. Combining retrieval, statistics, and inference to answer elementary science questions. 30th AAAI, 2016.


Catherine Finegan-Dollak, Reed Coke, Rui Zhang, Xiangyi Ye, and Dragomir Radev. Effects of creativity and cluster tightness on short text clustering performance.


20


[266] Dirk Hovy and Shannon L Spruit. The social impact of natural language processing.


27


34


Denis Paperno and Marco Baroni. When the whole is less than the sum of its parts: How composition affects pmi values in distributional semantic vectors. *Computational Linguistics*, 2016.


[483] Carlos Ramisch, Silvio Cordeiro, Leonardo Zilio, Marco Idiart, and Aline Villavicencio. How naked is the naked truth? a multilingual lexicon


49
50


[619] Chenguang Wang, Yangqiu Song, Dan Roth, Ming Zhang, and Jiawei Han. World knowledge as indirect supervision for document clustering. arXiv preprint arXiv:1608.00104, 2016.


[646] Jacob O Wobbrock. Catchy titles are good: But avoid being cute. 2015.


