References


[114] Ryan Cotterell, Hinrich Schütze, and Jason Eisner. Morphological smoothing and extrapolation of word embeddings. In *Proceedings of the 54th Annual Meeting of the Association for Computational Linguistics*


Jeff Dean. Large-scale deep learning for intelligent computer systems. Presentation, 2015.


[276] Yong Jiang, Wenjuan Han, and Kewei Tu. Unsupervised neural dependency parsing.


Denis Paperno and Marco Baroni. When the whole is less than the sum of its parts: How composition affects pmi values in distributional semantic vectors. *Computational Linguistics*, 2016.


[561] Xing Shi, Kevin Knight, and Deniz Yuret. Why neural translations are the right length.


Laurens van der Maaten. Learning a parametric embedding by preserving local structure. RBM, 500:500, 2009.


[663] John Wieting, Mohit Bansal, Kevin Gimpel, and Karen Livescu. Chara-
gram: Embedding words and sentences via character n-grams. arXiv

[664] John Wieting, Mohit Bansal, Kevin Gimpel, Karen Livescu, and Dan
Roth. From paraphrase database to compositional paraphrase model and

control optimized with supervised and reinforcement learning. CoRR,
abs/1606.01269, 2016.

[666] Andrew G Wilson, Christoph Dann, Chris Lucas, and Eric P Xing. The
human kernel. In Advances in Neural Information Processing Systems,

[667] Sam Wiseman and Alexander M. Rush. Sequence-to-sequence learning as

[668] Sam Wiseman and Alexander M Rush. Sequence-to-sequence learning as

[669] Haiyang Wu, Daxiang Dong, Xiaoguang Hu, Dianhai Yu, Wei He, Hua
Wu, Haifeng Wang, and Ting Liu. Improve statistical machine translation
with context-sensitive bilingual semantic embedding model. In EMNLP,

[670] Lijun Wu, Yingce Xia, Li Zhao, Fei Tian, Tao Qin, Jianhuang Lai, and

[671] Yonghui Wu, Mike Schuster, Zhifeng Chen, Quoc V Le, Mohammad
Norouzi, Wolfgang Macherey, Maxim Krikun, Yuan Cao, Qin Gao, Klaus
Macherey, et al. Google’s neural machine translation system: Bridg-
ing the gap between human and machine translation. arXiv preprint

[672] Han Xiao, Minlie Huang, and Xiaoyan Zhu. Ssp: Semantic space projec-
tion for knowledge graph embedding with text descriptions. arXiv preprint

[673] Ziang Xie, Anand Avati, Naveen Arivazhagan, Dan Jurafsky, and
Andrew Y Ng. Neural language correction with character-based attention.

2016.

networks for visual and textual question answering. arXiv preprint


